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Abstract

In every field, experienced professionals know more than just facts and conclusions. They know which
cues matter, why a judgment is reasonable, which action to take, and when a familiar approach no longer
applies. Routine work records often leave out this tacit knowledge, making it difficult for large language
model (LLM) agents to use professional experience effectively. We introduce KUPAS MASTER, an experi-
ence engineering platform built around nine-layer cognitive corpus construction. It turns heterogeneous
work records and practitioner interviews into traceable, reusable experience corpora for agents. Six case el-
ements preserve the task process: context, cues, judgment, action, boundaries, and outcomes. Nine-layer
cognitive corpus construction organizes tacit experience along nine extraction dimensions and stores the
resulting assets in six libraries: rules, constraints, best practices, negative examples, corner cases, and
skills. Semantic alignment, individual experience distillation, organizational consolidation, and cross-
review preserve source evidence, conditions of use, and unresolved disagreements. The platform packages
these assets into callable skills with explicit inputs, steps, dependencies, and stopping conditions, connect-
ing experience collection to task execution and evaluation feedback. Using authorized samples from 20
randomly selected practitioners, the platform processed 1,576 source files into 23,024 individual experi-
ence records and 13,113 organizational assets. The evaluation spans 177 questions and 531 responses
across multiple professional domains. Under common task inputs and scoring criteria, the base model,
raw-corpus retrieval-augmented generation (RAG), and KUPAS MASTER agent scored 70.63, 79.75, and
89.58, respectively. The KUPAS MASTER agent improved on raw-corpus RAG by 9.83 points, with gains in
all seven scoring dimensions. The systematic comparison demonstrates the effectiveness of the platform
and its core nine-layer method in professional tasks, delivering better task quality, deeper professional
judgment, and effective experience reuse. The platform provides a practical path from individual tacit
experience to organizational knowledge and agent capabilities.

Keywords: expert experience; tacit knowledge; experience corpora; knowledge acquisition; agent skills; organizational
knowledge; Al for engineering

1 Introduction

As agents enter enterprise and scientific workflows, tasks that depend on professional experience require them
to understand context, make sound judgments, and choose appropriate actions. Much of the experience they
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need is spread across practitioners and work records. Turning it into traceable, reusable corpora strengthens
task execution and preserves critical know-how. Major national initiatives reflect the international importance
of this need. China’s Al Plus initiative calls for reusable expert knowledge and high-quality datasets [1]. In the
United States, the Genesis Mission calls for an integrated Al platform that uses federal scientific datasets to
develop scientific foundation models and agents for hypothesis testing and research automation [2]. Together,
these initiatives highlight a shared priority: making domain knowledge usable by Al systems. By turning pro-
fessional experience into reusable assets for agents, KUPAS MASTER addresses a problem of global significance
for industrial productivity and scientific innovation.

Organizing professional experience for Al systems is therefore an important problem in enterprise knowledge
management. A maintenance expert may combine an unusual sound, recent repair records, and operating
load to diagnose a fault. A mediator may first verify disputed facts before discussing responsibility. In both
tasks, useful experience includes the evidence behind a decision, the alternatives considered, the conditions
for an action, and the reasons to stop or change course. Without those conditions, another practitioner or
agent may apply a useful rule to the wrong case.

Organizations already keep manuals, work orders, incident reports, recordings, and case reviews. Yet termi-
nology varies, intermediate decisions go unrecorded, and observations made at the time may be mixed with
later explanations. A record of a successful intervention may omit the conditions that made it work. Rare
but serious failures may survive only in conversation and remain unavailable to text retrieval. Knowledge ac-
quisition research has long studied how to recover such information from actual work. The Critical Decision
Method, for example, uses structured questions about specific incidents to identify the cues and reasoning that
experienced practitioners relied on [3-5].

Large language models (LLMs) offer new ways to organize and use these materials. Retrieval-augmented
generation (RAG) brings external text into inference [6], graph retrieval uses relationships across records [7],
and agent frameworks connect reasoning with tool use [8, 9]. These methods help retrieve and use existing
information. Several questions remain about the experience itself: how to fill gaps, express conditions of use,
handle conflicting accounts, and check whether an extracted procedure can actually be followed. Answering
them requires attention to how the underlying experience was collected, organized, and reviewed.

KUPAS MASTER calls this process experience engineering: acquiring, structuring, validating, and maintaining
experience so that it becomes reusable, reviewable knowledge. Here, an experienced practitioner is someone
who can contribute practical knowledge about a specific task and context. The platform links that knowledge
to its task, conditions, and supporting evidence so that others can understand and review the judgment before
reusing it. It also records additions and revisions through version control, supporting expert review, source
tracing, and later agent use.

For this report, we randomly selected 20 authorized platform users from different professional domains and
examined their corpora, assets, and run records. The sample contains 1,576 source files, 30,762 corpus chunks,
23,024 individual experience records, and 13,113 organizational assets. These counts correspond to source
collection, parsing, experience extraction, and organizational consolidation.

We compare three agent configurations on the same tasks under a shared scoring rubric: a base-model agent
(A), an agent using raw-corpus RAG (B), and an agent using KUPAS MASTER experience assets and skills
(C). The evaluation contains 177 questions and 531 responses. We average the platform-reported practitioner
scores equally across the 20 practitioners; each score combines seven weighted dimensions. The scores are
70.63, 79.75, and 89.58 for A, B, and C. The results demonstrate the effectiveness of nine-layer cognitive
corpus construction, with consistent improvements in task quality, professional judgment, and execution. Later
sections explain the evaluation and the role of experience assets in these gains.

The platform makes four main contributions. A structured representation of expert experience connects
six case elements, nine extraction dimensions, and six asset types in a common format for collection, review,
tracing, and execution. An experience corpus construction workflow converts heterogeneous work records
into candidate assets while retaining their evidence, context, and review status. Organizational consolidation
compares and combines experience under explicit task conditions. It keeps context-dependent alternatives
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Figure 1 System overview of KUPAS MASTER and its architecture for using professional experience.

separate and flags conflicts, disagreements, and insufficient evidence for review. Finally, skill construction
and evaluation turns these assets into callable procedures and compares their use against the base model and
raw-corpus RAG.

The following sections introduce task scope, experience representation, corpus construction, and organiza-
tional consolidation, with examples from the authorized sample. Section 8 describes the evaluation design,
including controls for model configuration, input information, and runtime resources.

2 System Overview and Task Scope

2.1 Using the system

The KUPAS MASTER workflow starts with a clearly scoped task. The task description identifies the practitioner’s
role, the object of work, the environment, available tools, triggers, and the extent of a single case record. It also
defines completion criteria and the decisions the agent is allowed to make. A broad label such as “industrial
maintenance” is too vague to guide experience collection. A more useful definition names a component and its
operating conditions, then limits the task to gathering information, analyzing the problem, and recommending
repairs within the authorized scope.

Once the scope is clear, the practitioner and collection assistant prepare a task description and evidence collec-
tion plan. They record key observations, judgments, decisions, exceptions, and outcomes. Missing information
prompts targeted follow-up. If a diagnosis lacks an important measurement, for example, the next step is to lo-
cate the measurement record or clarify it in an interview. This preserves a clear link between facts, judgments,
and outcomes.

One practitioner in our sample mediates workplace injury disputes. Their tasks include assessing the nature
and causes of an injury, calculating compensation items, negotiating disputes, and reviewing agreements. Rel-
evant evidence includes responsibility findings, medical records, attendance records, and proof of third-party
payments. The task specification also defines the mediator’s authority: mediation and advice do not replace
judicial decisions. Matters outside that authority, or disputes that remain unresolved, follow the appropriate



referral procedure. These requirements give experience collection a concrete focus on evidence, reasoning,
steps, and conditions of use.

Figure 1 shows the platform architecture. Its seven-step workflow is grouped in Figure 2. The platform defines
the task, collects evidence, and aligns terms, entities, and events. It then extracts candidate assets from indi-
vidual cases, compares and consolidates experience across practitioners, and reviews evidence, applicability,
and wording. We call this stage cross-review. The platform label “cross-validation” refers to this content review,
rather than k-fold cross-validation. Reviewed assets then support agent evaluation. Evaluation findings feed
back into collection and revision.

Two distinct records run through the workflow. A case record describes what happened during a particular task,
including its context, observations, actions, and outcome. An asset record captures reusable experience drawn
from one or more cases. Their relationship is many-to-many: one case may support several assets, and one
asset may draw on several cases. Keeping these records separate preserves the original events while allowing
interpretations and generalizations to be revised.

a Data collection b Experience construction ¢ Agent evaluation
Scenario definition @ Individual distillation (core) Evaluation feedback
. Nine-layer cognitive .
Scope and authority corpus construction Task quality and errors
Data collection @ Organizational consolidation Reviewed snapshot
Records and interviews Conditions and conflicts
v . Error
v . X Task quality lvsi
Semantic alignment @ Cross-review analysis
Terms, events, units Evidence and scope
A |
L R CE R Evaluation informs revision ---------=====---------------- ¥

Retained throughout: evidence, applicability, review status, and versions

Figure 2 The seven-step KUPAS MASTER workflow, grouped into data collection, experience construction, and agent
evaluation. Solid arrows show processing order. The dashed loop returns evaluation findings to corpus revision. Each
stage retains source references, conditions of use, review status, and version identifiers.

2.2 Platform responsibilities

The platform acquires, structures, reviews, selects, and maintains experience. The language model handles
task understanding and reasoning, while domain tools obtain external observations or perform authorized
actions. Model services connect through a common interface to reduce the effect of model differences on the
surrounding workflow.

To make a run traceable and reviewable, its record should include the task specification, model and model ver-
sion, asset versions, retrieval configuration, and tool permissions. A model change should trigger evaluation
on the same fixed tasks with other conditions held constant. Section 10 describes deployment and imple-
mentation configurations. The next sections explain how nine-layer cognitive corpus construction supports
representation, corpus building, consolidation, and agent integration.



Table 1 Case elements and recording requirements. Facts, judgments, and execution states remain distinct, and missing

fields are explicit.

Element Content Distinctions to retain

Context Task, role, object, environment, time, and Conditions observed in this case versus conditions
available resources. assumed for reuse.

Cues Signals, measurements, statements, and changes Direct observations versus reported or inferred
noticed during work. observations.

Judgment Interpretations, supporting reasons, alternatives, = Practitioner accounts versus model-generated
and uncertainty. explanations.

Action Selected operations, order, parameters, and Planned, attempted, and completed actions.
stopping conditions.

Boundaries Prohibitions, scope, missing prerequisites, and Mandatory constraints versus preferences or
referral conditions. usual practice.

Outcome Immediate results, later verification, and Expected, reported, and independently verified

unresolved effects.

outcomes.

3 Structured Representation of Expert Experience

KUPAS MASTER represents experience through case records, extraction dimensions, and asset types. These
describe the task process, capture the basis of expert judgment, and organize reusable content, respectively
(Figure 3). Their connections are many-to-many: a case can involve several dimensions, and a skill can draw
on several asset types.

Context Cues Judgment Action Boundaries Outcome

Case evidence:

‘ Expert experience ’

Practice and monitoring

Monitoring

Uncertainty and checks

Habits

Routine procedures

Constraints

Limits and prohibitions

Skills

Figure 3 The nine extraction dimensions, grouped by function. Case elements record the task process, and reviewed
statements can become six types of experience asset. Dimensions and asset types have a many-to-many relationship: a
skill may combine attention, decision, habit, and constraint information.

Evidence and context

Knowledge

Facts and concepts

Attention

Attended observations

Association
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Judgment and action

Judgment

Evidence and uncertainty

Decision

Action selection

Anticipation

Expected consequences

Reviewed statements can support several asset types
[ I I I I
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3.1 Task cases
Following the case elements in Table 1, a task case is represented as

(1)
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Table 2 Extraction questions and representative objects in the nine-layer framework. Outputs become assets after
evidence and applicability review.

ID Dimension Extraction question Representative objects

L1 Knowledge Which facts and concepts were used? Entities, terms, relations, and domain
materials.

L2 Attention Which observations received priority? Diagnostic cues, ignored distractions, and
shifts of focus.

L3 Judgment What supports this interpretation? Conditional judgments, thresholds,
alternatives, and uncertainty.

L4 Decision How was an action selected? Prerequisites, selection criteria, and
stopping conditions.

L5 Association Which other cases or concepts were Analogies, recalled precedents, and links

relevant? across cases.

L6 Anticipation What consequences were expected? Predicted effects, time horizons, and
follow-up checks.

L7 Monitoring When was another check needed? Knowledge gaps, uncertainty, and reasons
to revisit a judgment.

L8 Habits Which procedures recur across cases? Repeated action sequences, communication
routines, and preferences.

L9 Constraints What must not be done? Prohibitions, scope limits, and referral
conditions.

where c is context, u cues, j judgment, a action, b boundaries, and o outcome. These elements provide a
common record while allowing different execution orders. Repeated judgments and actions can be recorded
as timestamped or partially ordered events, retaining their order and dependencies. Unresolved cases keep
their outcome unverified; missing reasons remain explicit and can be added later.

Several independent accounts of the same event can coexist. If practitioners disagree about an observation or
fact, each account retains its source rather than being merged into a single certain statement. Earlier failed
actions also remain in the record even when a later action solves the problem. They show how feedback
changed the practitioner’s judgment or strategy. Keeping only the successful path would lose that part of the
experience.

For workplace injury mediation, the context might be an injured construction worker requesting compensa-
tion mediation. Cues include responsibility findings, medical records, proof of employment, and insurance
documents. Judgment concerns the relationship between work injury benefits and third-party payments. Ac-
tions include compensation calculations, explanations of policy and responsibility, negotiation, and agreement
review. Boundaries specify that the mediator cannot replace a judicial decision and must refer unresolved dis-
putes to arbitration or litigation. An outcome may be an agreement or a record of unresolved issues and
completed referral. The six fields let reviewers examine facts, professional judgments, actions, authority, and
results separately.

3.2 The nine-layer framework and extraction dimensions

The nine-layer cognitive framework supplies a common vocabulary for extraction and annotation (Table 2). L1-
L9 follow the platform’s established terminology and denote dimensions that work together and can overlap.
Figure 3 groups them into evidence and context, judgment and action, and practice and monitoring. A single
statement can span several dimensions or groups.

The dimensions guide questions such as what a practitioner noticed, which evidence supported a judgment,
what action followed, and how feedback changed the next step. Together with the asset types, they form the
complete experience configuration evaluated on professional tasks.



L1 provides a shared anchor map for L2-L9 to align objects and trace sources.
L1 Knowledge Each pipeline also reads the narrative, reasoning, action, or feedback records it

l needs.

. Attention cues Verify / revise . N
L2 Attention > L3 Judgment ¢ —----3% L7 Monitoring
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Figure 4 Shared dependencies and cross-layer links among the nine extraction pipelines. The arrow from L1 to the L2--L9
group denotes a shared anchor map for object identity and source tracing. Each pipeline also reads its own required source
records. Other arrows denote evidence references, candidate additions, or review constraints supported by sources.

Attention extraction requires direct or indirect evidence of what the practitioner actually attended to, such
as an explanation, inspection sequence, or activity log. A model’s attention weights alone do not establish a
practitioner attention pattern [10]. Anticipation records pair a prediction with its horizon and later outcome,
separating prior judgment from subsequent fact. Repeated behavior supports a habit description but does not
make it mandatory. Monitoring records uncertainty about judgments, evidence sufficiency, and applicability,
preserving the limits on use.

3.3 Nine-layer cognitive corpus construction

This section explains how the nine dimensions turn factual accounts, reasoning, and action records into trace-
able experience units. The approach organizes linked extraction pipelines over narrative materials, explicit
reasoning, action logs, and feedback, using entity-relation and event-dependency graphs. It first aligns events
across sources in time, merges duplicate records only when their objects and meanings are compatible, and
keeps conflicting accounts separate. Changes in meaning, task phase, or feedback state define cognitive seg-
ments with common fields for objects, evidence, actions, and outcomes. A segment may enter several pipelines.
Figure 4 shows their shared dependencies and cross-layer links. The methods below are selected according
to the available data. Scores and thresholds require calibration on annotated data, and all outputs begin as
candidates for review.

L1: Knowledge. Coreference resolution, entity linking, and relation classification align concepts, objects, and
relations with a graph. For segment ¢; and graph version v, let the anchor mapping be M, (¢;) = (E;, R;, A;),
where F; and R; contain entities and relations, and A; records source locations and event times. Changing
entity attributes retain temporal versions, and uncertain links remain candidates. Explicit references, use in
judgments or actions, and retractions distinguish a mere mention from evidence of use. Frequency ranking
does not automatically remove rare but critical knowledge. The outputs are knowledge units, attribute versions,
and anchor mappings. L2-L9 share these mappings for object alignment and source tracing while also reading
their own required records.



L2: Attention. Attention cues in language, dependency parsing, and inspection or selection logs identify fo-
cus objects, yielding a time-ordered record F = {(¢, fx,{x)} 7~ . Here, fi is a focus object or set of objects and
¢;, a source anchor. A transition is recorded only when both adjacent observations are valid. Descriptions and
selection changes can then calibrate a switching score; unobserved features remain missing. Across cases, at-
tention frequency is measured relative to opportunities to observe the object in comparable tasks, and patterns
are summarized after review. Outputs retain focus objects, transition paths, and evidence types. An unmen-
tioned object is not automatically an ignored object, and model attention weights do not replace practitioner
evidence.

L3: Judgment. Explicit reasoning provides judgment targets, supporting and opposing evidence, and exclu-
sions. Anchors connect conditions to conclusions, and path compression retains intermediate premises. For a
record « whose prerequisites hold, exclusions do not apply, and evidence can be scored, let ¢.(z) € [0, 1] be
the calibrated support score for rule r. A review recommendation can be written as

supported, ar(2) = 7.,
status, (z) = < review needed, - < gr(x) < 74, 0<7_ <7 <1. (2)
do not accept this judgment, ¢,(z) < 7_,

Support is not a probability of correctness. Missing evidence does not receive a zero score, and an opposite
conclusion requires its own evidence. With explicit likelihoods and priors, Markov chain Monte Carlo (MCMC)
can sample posterior distributions over numerical domain thresholds. Review thresholds 7 and 7. instead
require calibration on labeled examples. Low support alone does not revoke an asset. Change-point detection
applies only to ordered data that meet its piecewise distribution assumptions. The output is a judgment rule
with applicability, validity and failure boundaries, and evidence references.

L4: Decision. The pipeline extracts candidate actions, reasons for rejection, and trigger, stopping, and fallback
conditions, then links actions to operation nodes. Let C(z) be the candidates in context z. Let K (x,a) mean
that relevant facts and local-rule applicability have been checked, F'(z, a) denote local feasibility, and H,(z, a)
denote satisfaction of an applicable local restriction r € Rioc(z). Then

Coc() = Qa €C(x) | K(z,a) AF(z,a) A\ He(x,a) p. (3)

Only actions with all conditions confirmed enter this set. Unknown cases await review. L9 jointly checks
required actions, mutual exclusions, and timing across the full plan, so local acceptance does not establish
overall compliance. When |C(z)| > 0, the ratio p(z) = 1 — [Cioc(2)|/|C(2)| measures the reduction to the
confirmed set. Excluded candidates are not necessarily infeasible. A single remaining candidate still needs
evidence for selection; an empty set calls for clarification or referral.

Condition-action pairs across cases can train a pruned C4.5 decision tree for testing on held-out cases. With
explicit states, actions, transitions, and reward features, maximum entropy inverse reinforcement learning
can estimate a candidate reward function. Textual comparisons first establish a partial order over criteria.
Experts can complete pairwise comparisons and check consistency before applying the Analytic Hierarchy
Process (AHP) to compute weights. Outputs distinguish candidate, planned, selected, and performed actions.
A candidate reward function is not treated as the uniquely true preference.

L5: Association.  Explicit association statements identify a source concept u, target concept v, and a connect-
ing cue. Graph shortest-path distance d (u, v) and cosine similarity between nonzero embeddings, cos(h,, h,),
describe structural distance and semantic similarity. Language cues, the basis of an analogy, and shared at-
tributes help filter candidates while preserving graph versions and scoring evidence. PrefixSpan can mine
frequent subsequences from operation logs, but a pattern is labeled as a practitioner association only with ver-
bal or other process evidence. Outputs include supported associations and links awaiting verification, which



can suggest explanations or alternative actions. These associations still need careful interpretation: a missing
graph edge does not establish a cognitive leap, and association does not establish causation.

L6: Anticipation. The pipeline extracts the current state, candidate action, expected consequence, and time
horizon. It creates prediction-event nodes and freezes the information, rule version, and timestamp available at
prediction time. To verify a conditional prediction, it first checks that the action and trigger actually occurred,
then matches the object, outcome definition, and observation window. An unexecuted plan is not paired
directly with an observed outcome. For a verified pair i, let (y;, y;), (Ri, i), and (tAz7 t;) denote predicted and
actual numerical values, categories, and event times. Record errors by type:

=G =y, e =1R # R, e =1 — . S

e %

The indicator 1[] is 1 when its condition holds and 0 otherwise. Errors retain their own units and are not added
across types. If an event does not occur within a complete observation window, an occurrence prediction re-
ceives a negative outcome and timing error is undefined. An incomplete window or record remains unverified.
Probabilistic predictions require calibration checks on independent samples with sufficient follow-up labels.
Physical tasks may also retain states and contact or support relations. Counterfactual analysis requires par-
ticular care: causal mechanisms and identification assumptions must be explicit, and differences in simulated
outcomes are not verified action effects. Outputs contain the prediction, its valid horizon, and verification
records.

L7: Monitoring.  Sequence labeling identifies uncertainty, requests for verification, revisions, and statements
about role limits, linking each to a proposition p and its evidence. The monitoring state z;(p) records transitions
such as doubt, verification requests, retraction, and reinstatement after checking, together with the evidence
that triggered them. A topic change alone is not a state change. Stated confidence, evidence sufficiency, graph
gaps, and role boundaries remain separate. Linguistic confidence is not converted directly into a probability
of correctness. Outputs identify knowledge gaps, unresolved checks, and review conditions for the judgment
and decision pipelines.

L8: Habits. Logs are grouped by practitioner, task type, and comparable context, then normalized into object-
action sequences. For N > 0 valid case sequences S;, define the case-level support of a nonempty pattern s
and a normalized Levenshtein distance with unit insertion, deletion, and substitution costs:

dedic(S;, S;)
max{L,[S;l,[5;|}

N
1
supp(s) = N Z 1[s =< 5], dnorm (53, 57) = )
i=1

Here s < S; denotes an ordered, not necessarily contiguous subsequence, and |S;| is sequence length. Repeated
occurrences within one case count once. Stability checks consider recurrence over time, sample size, and
exceptions alongside support and distance. Direct quotations can become wording templates after object
and role slots are introduced and semantically equivalent expressions are grouped. Outputs include atomic
operations, compound procedures, and optional wording. Performed actions verified in L4 logs can support
patterns across cases, and sequence candidates can inform L5, where connecting cues or process evidence are
still required. These links reuse corpus content; they are not an online execution loop. An observed habit does
not by itself establish competence or a mandatory requirement.

L9: Constraints. Negation-scope parsing and checks of normative sources recover prerequisites, prohibitions,
required actions, responsibility boundaries, and alternatives. Within a task and agreed time window, an action
identifier a includes its actor, object, and occurrence. Boolean variable X, records whether the action occurs,
with time 7, added when needed. Let P,(x) be the applicability condition of rule r, and R~ and R* the
prohibition and obligation sets. One constraint formula is

Oy = D(x) A J\ (Pr(@) = =Xo ) A N (Pr(2) = Xa,). (6)
reER™ reR+t



Here a, is the action governed by rule r, and ®.,5 encodes verified facts, prerequisites, mutual exclusions,
and timing. Time constraints apply only to performed actions, and different scopes are modeled separately. A
satisfiability modulo theories (SMT) solver can check ®,. Satisfiability means only that the encoded conditions
admit a consistent solution. Unknown applicability still requires evidence and review, even if the formula is
satisfiable; a solver assignment is not an observed fact. Unsatisfiable cases and cases for which the solver
returns unknown go to human review. Active hard constraints must be satisfied before risk signals determine
whether to request review, reduce output detail, or suppress output. Scores cannot override hard constraints.
Missing logs do not prove compliance. Outputs retain their basis, scope, and review status.

All nine pipelines save case and segment identifiers, graph anchors, content, conditions, sources, review status,
and versions. Cross-layer mapping first checks task, object, and time scope, then uses explicit references,
temporal proximity, and content agreement to find and rank candidate links. Source evidence determines
whether a link is an evidence reference, candidate addition, or review constraint. Exceeding a score threshold
does not by itself establish a relation type or a causal claim. Reviewed reusable content is organized into six
asset types while retaining its case and graph links. Quality control checks structure, evidence, conditions, and
task use. It does not require every segment to cover all nine dimensions or treat more links as higher quality.
The next section discusses the framework’s functional analogies with brain systems.

3.4 Functional correspondences with brain systems

The nine-layer approach provides a common vocabulary for extracting, reviewing, and reusing experience
from heterogeneous sources. Its design draws inspiration from the organization of cognitive functions in
neuroscience. These correspondences guide extraction questions and give the dimensions a coherent functional
basis.

Figure 5 connects L1-L9 to functions described in the neuroscience literature. This is an analytical framework
for organizing expert experience, with many-to-many functional references to cooperating brain regions and
networks. The anterior temporal lobe and distributed association cortex support semantic representation and
integration, providing references for L1 knowledge and L5 association [11]. Predictive representations in
hippocampal systems connect existing relationships to possible successor states, informing L5 association and
L6 anticipation [12]. The frontal eye fields and intraparietal sulcus participate in goal-directed selection, which
resembles the selective processing considered in L2 attention [13, 14].

The lateral prefrontal cortex contributes to context-dependent cognitive control, while the orbitofrontal cor-
tex represents and compares values. These functions provide references for judgment, decision, and rule
maintenance [15, 16]. Anterior prefrontal and anterior cingulate functions related to self-monitoring, conflict
detection, and adjustment offer analogies for monitoring experience [17, 18]. Striatal circuits involved in goal-
directed behavior and habitual responses inform 1.4 and L8 [19]. Right inferior frontal involvement in response
inhibition provides a partial reference for stopping and control in L4 and L9 [20]. Together, these functional
analogies organize experience extraction, while explicit records, rules, and review govern permissions and
applicability.

3.5 Six experience asset libraries

Experience assets package reusable content from case records, practitioner statements, and authoritative pro-
cedures for a defined task. The six core types are rules, constraints, best practices, negative examples, corner
cases, and skills. “Negative examples” follows the platform’s terminology for failures, ineffective practices,
and corrections; it does not mean negative-class training examples. The corner-case library records unusual
situations in which routine rules may fail or need adjustment, including cases far from a numerical threshold.

Dimensions and asset types are connected many-to-many. L1 facts, entities, and relations generally remain in
case records or the shared graph. L6 predictions stay with their horizons and observed outcomes and may also
become applicability conditions for a rule, skill, or case. Several dimensions can therefore support one asset.

10
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N7 Fleming 2010; N8 Kerns 2004; N9 Yin 2006; N10 Aron 2003.

Top: right lateral hemisphere; bottom: medial and déep projections

L1 Knowledge L2 Attention L3 Judgment L4 Decision L5 Association L6 Anticipation L7 Monitoring L8 Habits L9 Constraints

Figure 5 Many-to-many functional correspondences between brain systems and the nine-layer framework, based on
neuroscience studies. The upper drawing shows the right lateral hemisphere; the lower drawing projects medial and
deep structures. Letters match the table rows, and arrows indicate approximate locations. References: N1 [11]; N2 [13];
N3 [14]; N4 [15]; N5 [16]; N6 [12]; N7 [17]; N8 [18]; N9 [19]; N10 [20].

Table 3 Asset types, reusable content, and common source dimensions. Assets can combine information across dimen-

sions.

Asset Reusable content Common dimensions

Rules Scoped conditions and recommended judgments or actions, including L3, L4
exceptions.

Constraints Prohibitions or required prerequisites, their basis, and allowed L7, L9
alternatives.

Best practices Supported successful procedures and conditions for considering reuse. L1, L4, L5, L6

Negative examples  Inappropriate actions or adverse outcomes, context, and reviewed L3, L4, L7, L9
corrections.

Corner cases Unusual contexts where a routine rule may fail or need adjustment. L2, L3, L5, L7

Skills Callable procedures with inputs, outputs, dependencies, checks, and L2, L3, L4, L8, L9
evidence.

Some content can be included as extensions. Wording styles and role preferences may be optional skill settings.
Knowledge gaps remain explicit metadata that trigger collection or review, without requiring another top-level
library. Common fields define the core assets, while extensions support domain-specific types in commercial
deployments.

The sample used in this report contains 13,113 organizational assets: 3,550 rules, 2,892 best practices, 1,955
skills, 1,948 corner cases, 1,623 constraints, and 1,145 negative examples. Rules and best practices guide
judgments and operations. Constraints, negative examples, and corner cases supply applicability conditions,
risk information, and exceptions. Skills organize this experience into callable task procedures.
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Among the 53 questions with individual tool-call records, C retrieved rules in 46 runs, corner cases in 35, best
practices in 33, constraints in 28, and negative examples in 18. It called skills in 46 runs. These records show
how libraries are combined during retrieval, reasoning, and execution.

Negative examples and corner cases serve different purposes. Negative examples preserve observed mistakes,
failures, and corrections to help prevent repetition. Corner cases identify situations that require adjustment
even if no failure has yet occurred. Best practices retain both outcomes and conditions for reuse. A skill
combines these asset types under a common specification for inputs, steps, state transitions, and outputs.

3.6 Evidence, review, and uncertainty

Every transformation should retain the source type: direct observation, practitioner account, or model pro-
posal. A model may suggest missing relations or reconstruct possible reasons from behavior, but these remain
candidate explanations for review and are stored separately from observations and practitioner statements.
In this report, distillation means extracting, organizing, and consolidating experience from materials, rather
than training a student model from a teacher.

Review status and confidence are separate. Extraction confidence concerns whether parsing recovered the
original statement accurately. Evidence sufficiency concerns whether sources support it. Applicability concerns
whether it can be used in a particular task or context. The system stores these separately so reviewers can
inspect each question.

An asset may move through candidate, reviewed, active, suspended, and retired states. Review examines
content, evidence, and declared scope. Activation also requires deployment and runtime checks. A correction
creates a new version with a replacement link to the old one. Even when a generalization is revoked or found
invalid, its original cases remain available to trace how the experience changed.

The organizational assets in this sample retain library versions and entry identifiers, allowing references and
version relationships to be checked. Evaluation records should also include the corpus, asset versions, and
runtime configuration actually used, supporting review and regression tests after changes.

3.7 Graph structures and requirements for agent use

Entity graphs organize task objects and relations; event and dependency graphs describe task progression and
links between steps. Edge types distinguish temporal order, procedural dependency, association, and explic-
itly proposed causal hypotheses. Event order within a case can form a directed acyclic structure. Repeated
operations or decisions can instead use repeated event instances or a separate state machine. Explicit edge
types keep their meanings distinct.

An asset is ready for agent use when a consumer can understand its content, applicability, evidence, and
permitted uses, and respond appropriately to missing prerequisites. The interface therefore needs machine-
readable fields for task scope, exclusions, sources, review status, and versions. Skills also require inputs,
outputs, and execution conditions. Interface validation checks that required fields and constraints are present;
task evaluation checks whether the agent selects and uses the right asset in context.

The following sections explain how corpus construction and consolidation produce traceable assets under these
requirements. Section 7 then shows their retrieval and use in recorded workplace injury mediation tasks.

4 Experience Acquisition and Corpus Construction

4.1 Collecting heterogeneous evidence

Experience collection draws on existing materials and additional records of actual work. Existing sources
include case files, work logs, incident reviews, training materials, and demonstration videos. Additional collec-
tion may involve interviews, task observation, application logs, sensors, audio, and video. The right method
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depends on the task. An information-heavy review process may already have detailed digital records, whereas
physical work often requires observation and follow-up interviews to explain changes in action. Materials
should cover key decisions, outcomes, and exceptions. Interviewees should have relevant experience, be able
to explain important cues, and provide cases that can be checked.

Process records should preserve the order of work and distinguish information available at the time from
information learned later. Interviews can recover omitted observations, rejected alternatives, and conditions
under which the usual procedure fails. These accounts should be marked as retrospective. Measurements or
observations that remain unavailable should be listed explicitly for later collection.

The authorized sample contains 1,576 files in 13 formats: 567 DOCX, 351 PDF, 172 JSON, 154 Markdown,
131 DOC, and 95 XLSX files, plus text, webpages, images, presentations, and audio. The materials include
case files, procedures, standards, training materials, interviews, question-answer records, tabular data, and
de-identified records. Processing therefore needs to handle narrative text, tables, and multimodal attachments
while keeping related content linked.

Source materials Case narrative Decision analysis Structured assets

Observations Cues and interpretations
Work records What was recorded l
Ly G ‘ Evidence needed? ) Rul Constraints
What was attempted ules
Outcome Availabl Misel
vailable issin: .
What was verified g Skills
Source records Preserve event order Preserve uncertainty Retain skills

Evidence: source ID and type (observation, practitioner statement, model proposal), span or timestamp, contributor,
transformation history

Figure 6 Four representations in corpus construction. Source materials (S0) become case narratives (S1), which are
analyzed for decision elements (S2) and converted into structured candidate records (S3). Dashed links preserve source
traceability across stages.

4.2 Semantic alignment

The platform retains original wording while normalizing identifiers, terms, event boundaries, and units. Abbre-
viations, colloquial or local expressions, and ambiguous references require context. A mapping record should
preserve the original phrase, normalized term, supporting context, and plausible alternatives that remain un-
resolved. A phrase such as “slightly hot” should become a numerical range only when measurements or a
reviewed domain definition support that mapping.

Multimodal observations are aligned with task events and time intervals. Transcriptions and image recognition
outputs retain uncertainty and source locations. Sensor records include units, sampling methods, and available
calibration information. Because recognition errors can affect later rules and skills, every derived claim should
remain traceable to the original record.

The hypertension practitioner provides a concrete example. Their materials comprise two 2024 Chinese hyper-
tension guidelines and XML field definitions for a hypertension follow-up dataset. The guidelines describe di-
agnosis, monitoring, and follow-up. The XML specifies fields such as systolic and diastolic blood pressure, body
mass index, medication adherence, adverse reactions, referral reasons, and the next follow-up date. Semantic
alignment connects guideline conditions to these fields, units, and value ranges while retaining guideline ver-
sions and source locations. Later follow-up entries can then use consistent fields and refer back to the relevant
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Table 4 Core transformation operators and reasons to reject an output or leave it unresolved. Every operator records
input and output versions and source locations.

Operator and input Transformation and output Reject or leave unresolved when

Term alignment: wording Propose a standard term while retaining Multiple interpretations remain plausible,

and context aliases, units, and source spans. or a unit conversion lacks support.

Claim extraction: case Separate observations, judgments, and The extracted claim lacks supporting

narrative planned actions, each with its own source.  content.

Condition preservation: Recover triggers, recommendations, Compression changes the action, drops an

conditional statement prerequisites, and exceptions as a exception, or alters a prerequisite.
candidate rule.

Conflict classification: Check scope overlap and action Scope overlap is unknown or evidence is

comparable asset pair compatibility to distinguish agreement, insufficient to resolve the conflict.

different conditions, and conflict.

guideline passages. The XML supplies the data schema; actual follow-up data are entered during subsequent
clinical work.

4.3 Narrative reconstruction and structured extraction

The SO-S3 stages in Figure 6 separate case reconstruction from experience generalization. SO retains source
materials. S1 organizes the case by roles, observations, actions, and outcomes. S2 identifies decision elements,
including cues, explanations, alternatives, plan changes, and uncertainty. S3 converts supported elements into
structured records and graphs. All stages remain linked to their sources.

The extractors then apply the nine-layer approach in Section 3.3. Knowledge extraction links terms and en-
tities. Attention extraction identifies priorities supported by practitioner statements or behavioral evidence.
Judgment extraction recovers conditions and conclusions. Decision extraction records actions, selection cri-
teria, and stopping conditions. Association extraction captures related cases that the practitioner mentions,
without treating similarity as causal evidence. Anticipation extraction records predictions and time horizons.
Monitoring extraction records when more information, review, or referral is needed. Habit extraction requires
repetition across cases. Constraint extraction distinguishes explicit prohibitions from preferences.

An extractor may combine language model prompts, rule parsing, graph processing, and domain rules. If it
involves model training, the training data, objective, and results on an independent validation set should also
be recorded. Regardless of implementation, candidate assets need structured fields and supporting evidence
that a reviewer can inspect.

A model can propose candidates for practitioners to review against these criteria. Each stage retains its input
span, proposed output, revisions, and review decision. Consider the statement “During initial intake, request
verification before assigning a cause, except when a separate emergency procedure applies.” A valid rule
must retain both the intake prerequisite and the emergency exception. Dropping either fails the condition-
preservation check.

Preserving conditions during transformation. For a rule r, let P, denote its prerequisites, E, its exclusions,
and a, its recommended action. Within a predefined set of task states 2, its allowed scope is

D(r)={x € Q: P.(x) =true A E,(x) = false}. @)

Unknown values do not establish applicability. For a source rule r, and an extracted rule r., define the added
and lost scope as
Bt (re,r5) = D(re) \ D(rs), B7 (re,rs) = D(rs) \ D(re). (8

Normalization should leave both sets empty while preserving the action’s meaning and required exceptions. A
nonempty BT introduces unsupported situations; a nonempty B~ removes situations covered by the source. An
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intentional scope change requires a separate review. These sets define the consistency target, which targeted
task tests check through conditions and applicability.

4.4 Quality control and corpus versions

Quality checks operate at three levels. Structural checks verify identifiers, required fields, valid references,
and types. Semantic review checks whether evidence supports the content and its stated scope. Task review
checks whether an asset helps make a decision or follow a procedure without hiding missing prerequisites.
Review by other practitioners can expose ambiguities and assumptions that the original contributor takes for
granted, and help distinguish personal habits from procedures suitable for wider use.

Duplicate detection should consider derivation as well as text similarity. Several summaries of the same event
are not independent evidence. Each experiment or deployment should fix a data version and record its source
files, processing programs, active assets, and review decisions. Earlier versions must remain available after
updates so that reported results can be checked.

Review status of the sample materials. The authorized source materials occupy about 1.73 GB. The file inven-
tory marks 1,564 files as Approved and 4 as Rejected, with 8 lacking a review status. These are file counts.
Task sets, corpus versions, and processing configurations are recorded separately for evaluation review.

In the comparative evaluation, adding raw-corpus retrieval raised the composite mean from 70.63 in A to
79.75 in B. The evidence sufficiency and accuracy score rose from 62.18 to 77.27. These results demonstrate
that parsing, indexing, and retrieving source materials strengthen evidence-grounded answers and improve
task performance.

5 Organizational Experience Consolidation

5.1 From individual accounts to organizational assets

Practitioners may agree, differ because they work under different conditions, or recommend different actions
under the same conditions. Simply pooling their libraries can hide these distinctions. Before combining assets,
KUPAS MASTER compares their applicability, supporting evidence, and review status.

The platform first aligns task identifiers, entities, terms, and asset types. Semantic similarity and scope overlap
then identify entries worth comparing. Similarity is a way to find candidates, not sufficient evidence for a
merge. The comparison asks whether the assets address the same decision, whether their conditions can hold
together, and whether their judgments or actions are compatible.

5.2 Agreement, different conditions, and conflicts

Figure 7 shows four consolidation outcomes. When accounts agree under the same conditions, the combined
entry retains all independent sources and their derivation links. When different conditions explain different
recommendations, both procedures remain available with explicit conditions. A routine inspection and a pro-
cedure for abnormal operation should not be averaged into one sequence.

When comparing alternatives, the platform organizes historical outcomes by case difficulty, operating environ-
ment, resources, and outcome definition. Historical records preserve practical evidence; controlled compar-
isons help assess differences between procedures under comparable conditions.

An unresolved contradiction remains visible as linked alternatives for review or adjudication. It should not
become an unconditionally active rule. Reviewers may narrow its scope, request more cases, or decide that
neither alternative is ready for use. They also distinguish formal requirements from personal preferences. A
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a Individual contributions b Comparison ¢ Decision record

. Agreement within scope A Combine statements

Practitioner A Independent corroboration Retain all sources
Statements and evidence

Different conditions Retain variants

Practitioner B ’ Scope explains differences State applicability
Statements and evidence

R Outcome evidence Assess evidence

I Comparable cases and criteria Record comparison basis
Align tasks, terms,
and applicability Unresolved conflict Keep alternatives inactive
Overlapping scope, incompatible actions Request adjudication

Figure 7 Four outcomes of organizational consolidation and their evidence requirements. Agreement retains independent
support. Context-dependent alternatives remain separate. OQutcome comparison requires comparable cases. Unresolved
contradictions remain inactive until review. Consolidated assets retain both supporting evidence and conditions of use.

requirement grounded in a standard or procedure cannot be settled by a simple vote or a compromise with
preferences.

Using the scope in Eq. (7), define the overlap and conflict regions of two rules as
0;; = D(r;) N D(r;), C;; = {z € O;; : compatible(a;, a;, z) = false}. C))

Compatibility depends on task order, resources, and procedural requirements. Different actions need not
conflict. A nonempty C;; requires adjudication. Unknown overlap or compatibility remains unresolved. If the
overlap is empty, both rules can be retained within the checked task scope. Domain review is still needed to
establish the relevant conditions and action compatibility.

For example, one intake procedure may apply when there is no emergency and another when there is an
emergency. If emergency status is known, their scopes are disjoint and both can be kept. If both apply to
non-emergency intake but require incompatible next actions, the platform records a conflict with the asset
versions, shared conditions, and unresolved conclusion. If emergency status is unknown, the agent first asks
for the missing information.

The workplace injury mediation sample also requires separate procedures for ordinary compensation calcu-
lations, third-party commercial insurance, and statutory work injury insurance. The platform must record
the insurance type, liable party, eligible compensation items, and mediation authority. A record that merely
says “insurance exists” leaves applicability unknown. The agent must verify the type and beneficiary relation-
ship before using the relevant experience. Separate conditions make it possible to retrieve the procedure that
matches the case.

5.3 Cross-review and version management

Other practitioners can review candidate assets and how they were produced. They check sources, conditions,
exceptions, consistency with other assets, and possible misuse. Tests that change one important condition,
such as whether a measurement is available or referral is required, help check whether applicability is clear.

Consolidation produces both organizational assets and decision records: which inputs were merged, which
were kept separate, why, and what remains unresolved. Each update creates a new version. Dependencies
identify skills that need revalidation after a rule changes. Version records preserve original contributions and
the exact assets used in a run.
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Review records in the sample. In the sample collected for this report, organizational assets are stored by
library and version. Records for 8 practitioners contain 37 completed cross-review jobs across the six libraries,
covering 818 candidates. “Completed” means that comparison, scoring, and record storage finished. Human
confirmation is recorded separately: 9 candidates had completed human verification and 331 were marked
as awaiting it. Separating automated results from human review status makes the processing state of each
candidate clearer.

For the workplace injury mediator, two rule-library review jobs used the same source version. Each involved
37 source assets and 21 candidates, with processing status retained. These records make experience traceable
from its source through review and consolidation. The three-configuration evaluation demonstrates the value
of the resulting organizational assets and skills in professional task execution.

6 Skill Construction and Agent Integration

6.1 Skill invocation and execution requirements

Mandatory constraints and tool permissions apply independently of retrieval ranking

T
'
'
'

Task stat i i . 9 .
ask state Retrlfeve candidate flssets Bind skill Action
Known and Active and authorized .
issing i Applicability: true or unknown Inputs and dependencies checks .
missing inputs PP y: Reject
T
3 Unknown prerequisites Pass
| £
| Recheck task q q
N eC ec ) taSState 77777777 Clarify evidence Execute or recommend
Update task state Verify outcome
Recheck before consequential actions. Outcome record Escalate
Retrieval does not authorize invocation. Actions and escalations Record reasons

Figure 8 Skill selection and execution. Retrieval retains active, authorized assets with true or unknown applicability.
Invocation requires satisfied prerequisites and action checks. Missing information prompts clarification and another
state check; a rejected action may lead to escalation. Actions and escalations are logged. Mandatory constraints apply
independently of retrieval ranking.

A skill organizes assets produced through nine-layer cognitive corpus construction into a procedure an agent
can call. Its specification includes applicability, inputs, output structure, ordered steps, tool dependencies,
constraints, stopping conditions, evidence references, and versions. Together, these fields make the procedure’s
inputs explicit and its execution and outputs checkable.

Skill construction starts from reviewed assets. Rules support judgments and state transitions. Best practices
supply candidate procedures. Constraints and negative examples define checks. Corner cases identify when
to pause or adjust the usual procedure. Each skill combines these elements into a complete procedure, with
suggested wording where useful. A dependency list links each part of the procedure to its supporting assets,
so corrections can trigger targeted revalidation.

The system retrieves and calls external assets during inference. Rules, constraints, and skills can therefore be
updated without retraining the base model. Regression evaluation should check that a correction takes effect
and that unrelated tasks do not degrade.
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6.2 Selection and execution

Let A be the asset set, o(r) an asset’s status, ¢,.(x) its three-valued applicability after considering prerequisites
and exclusions, and access(r, x) its access permission. For task state z, retrieval keeps active, authorized assets
whose applicability is true or unknown. Invocation uses a stricter subset:

R, ={r € A:o(r) = active, access(r,z) = allowed, ¢,(z) # false}, (10)
X, ={r € Ry : ¢r(z) = true}. (11D

Retrieval and relevance ranking operate within R,. A relevant asset with unknown prerequisites can prompt
a targeted question or a request for an observation. Only assets in X, are eligible for invocation, which still
requires dependency and action checks. False applicability excludes an asset. Applicability uses strong three-
valued logic: a missing value is unknown, conjunction is false if any operand is false and true only if all are true,
and negating unknown remains unknown. Unknown cannot be treated as either false or satisfied. Ranking
may consider relevance, evidence, and recency, and its policy should be included in the evaluation record.

The agent binds known values to skill inputs, identifies missing prerequisites, and proposes a next step (Fig-
ure 8). Before an action with material consequences, it checks constraints and tool permissions. Mandatory
checks operate independently of relevance ranking and top-k truncation. An unknown mandatory condition
blocks the action. Clarification targets fields whose values could change the next decision, and the updated
state is checked again. Tool outputs are observations, not instructions that can override the task or platform
controls. Output validation checks the required schema, reported evidence, and stopping conditions. A failed
check can lead to a bounded retry, more information, a revised plan, or human referral.

Execution need not follow a fixed chain. Skills can branch, but branch conditions and allowed actions must be
checkable. A new observation can invalidate a previously satisfied prerequisite, so checks must occur before
action rather than only at task entry. The task record preserves the actual sequence, including failed attempts
and human intervention.

Runtime logs record asset and skill calls for tracing and branch testing. The next section examines how ex-
perience processed by nine-layer cognitive corpus construction supports judgments, boundary checks, and
procedures in actual runs.

7 Case Study and Task Runs

7.1 Comparing the three configurations in workplace injury mediation

To examine the use of extracted experience in mediation, we compared the base model, raw-corpus RAG, and
KUPAS MASTER configurations for a workplace injury mediator. This practitioner supplied just 2 interview
files, which produced 167 experience assets, and completed rule-library cross-review jobs.

One representative task asked whether a traffic accident during a detour to collect a child after work could
qualify as a workplace injury. The answer also had to identify evidence about the route, timing, and purpose,
and set an order for addressing disputed issues in mediation. The base model provided a general framework
and evidence checklist but cited no specific regulation and did not clearly distinguish mediation from formal
injury determination. Raw-corpus RAG cited the Regulations on Work-Related Injury Insurance and proposed
mediation steps. The KUPAS MASTER agent additionally called the “Mediation Request Assessment and Focus”
skill and consulted rule and corner-case libraries. It distinguished the boundaries of injury determination,
mediation authority, and high-risk issues, and generated an output file. It was rated best on all 8 comparison
items, including 1 tie with raw-corpus RAG.

A second recorded question concerned a work-related injury with grade-ten disability, part-time employment,
and several compensation amounts. The base model focused on legal principles and inferring amounts. Raw-
corpus RAG added practical calculations and mediation advice. The KUPAS MASTER agent called a mediation
skill and used rules and best practices to organize wage evidence, compensation calculations, reasons for
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Table 5 Three-configuration comparison for workplace injury mediation. All configurations assess an accident during a
detour to collect a child after work, the evidence needed, and the order of mediation steps.

Item A: Base model B: Raw-corpus RAG C: KUPAS MASTER

Approach General analysis and an Cites work injury insurance Calls the mediation assessment
evidence checklist. regulations and proposes skill and combines rules with

mediation steps. corner cases.

Boundaries Does not clearly separate Identifies some procedural and States that mediation does not
mediation from formal injury risk boundaries. replace formal determination
determination. and distinguishes accident

scenarios and risks.

Output General principles and evidence Legal grounds and process A structured process and an
suggestions. advice. output file.

Comparison Rated lowest on all 8 items. Ties with C on 1 item. Rated best or tied for best on

all 8 items.

employment termination, and judicial confirmation into a complete process. It also generated a “Preliminary
Analysis of a Workplace Injury Mediation Case” file.

On this practitioner’s 8 evaluation questions, A, B, and C scored 73.34, 80.80, and 90.58, respectively. C ex-
ceeded B by 9.78 points. Mean end-to-end times were 13, 31, and 53 seconds. Structured experience improves
the completeness and usefulness of professional analysis by supplying task boundaries, judgment conditions,
and executable procedures. The comparison shows the added value of organizing source knowledge into ex-
perience assets and skills. The next two sections describe the evaluation setup and results across domains.

8 Evaluation Design

We systematically compare three configurations on a common evaluation protocol to assess the effectiveness of
nine-layer cognitive corpus construction and use run records to explain how assets and skills contribute to task
performance. The evaluation uses authorized samples from 20 randomly selected practitioners and covers 177
questions and 531 responses. A uses the base model, B retrieves the raw corpus, and C uses KUPAS MASTER
experience assets and skills.

Intended controls: model, observations, tools, inference budget, and scoring criteria

Base model .
— . Intended metrics
Task prompt, no domain corpus
o Task success
e B Raw-corpus RAG o Evidence support
Split by original Parse sources and tune retrieval ° Boundary errors

case

Escalation quality
KUPAS MASTER agent * Latency and tokens

Reviewed assets and skills

Figure 9 The three-configuration comparison. Direct inference provides a model-only reference. Raw-corpus RAG
measures the benefit of access to source records. The KUPAS MASTER agent evaluates the complete experience-guided
configuration. All three answer the same tasks under common input requirements and scoring criteria.
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8.1 Evaluation objectives

The evaluation measures the KUPAS MASTER agent’s improvement over the base model and raw-corpus RAG.
We analyze the gains alongside case representation, experience collection, consolidation, skill construction,
and boundary controls to connect task results with the platform workflow.

Tasks should have clear inputs, bounded goals, and assessable outputs. AgentBench and benchmarks for web,
enterprise, desktop, and software tasks illustrate environment-based evaluation [21-25]. Benchmarks for tool
and user interaction and scientific workflows further examine dialogue consistency and output validation [26—
28]. Mediation tasks can test whether an agent identifies missing facts, selects the next information-gathering
step, checks a response against reviewed criteria, or chooses an escalation path. Offline evaluation measures
the accuracy and usefulness of advice. Evaluation in actual use can additionally track outcomes such as dispute
resolution. Studies of professional writing and human-AI collaboration suggest focusing on task outcomes and
comparing against the stronger of human-only and Al-only performance [29, 30].

8.2 Design principles

Figure 9 shows the comparison. A receives the base model, task prompt, and observations available at task
entry, with no domain retrieval. B adds retrieval from raw domain records, with the parsing and indexing
needed to support it. C uses assets and skills constructed from those records. Across the experiments, each
configuration answers independently under the same tasks, input requirements, and scoring rubric. Model
settings, sampling parameters, tool permissions, and runtime resources follow a common protocol, as do the
rules for providing task clarification. This consistent setup makes the results directly comparable.

B and C draw on the same authorized source materials, including practitioner interviews. B retrieves the
original content, while C uses experience assets and skills derived from it. This shared information base allows
the comparison to measure the value added by experience structuring and skill construction. Retrieval, skill
calls, and end-to-end time are retained to analyze quality and resource use. Configuration records cover B’s
parsing, chunking, indexing, and retrieval, and C’s corpus snapshot, experience retrieval, and skill versions.

8.3 Experimental setup and data

Sample processing. KUPAS MASTER is commercially deployed and has accumulated experience from many
practitioners. This report uses a random sample of 20 authorized users. Their 1,576 source files yield 30,762
retrievable chunks, 23,024 individual experience records, and 13,113 organizational assets after consolidation.
The corresponding Elasticsearch indices contain 43,882 documents.

Shared identifiers link processing stages. The file inventory records sources, formats, and review status. In-
dividual records link to contributors and cases. Organizational assets add types, versions, and source rela-
tionships. Index documents support retrieval and agent use. The sources span 13 formats, and 17 of the 20
practitioners have all six asset types. These records support analysis of corpus composition, asset distributions,
and use across tasks.

Tasks and run configurations. The 177 evaluation questions each receive an independent answer from A, B,
and C, producing 531 responses. Domains include finance and accounting, community governance, engineer-
ing quality, safety oversight, healthcare, mediation, and emergency management. Table 6 summarizes the
setup. The comparison evaluates experience use during inference: raw-corpus retrieval and structured experi-
ence assets improve task performance without retraining the base model. Reviewed experience also provides
reusable material for subsequent model adaptation.

Scoring and run records. An LLM applies a shared rubric to score A, B, and C on the same questions across
seven dimensions: result correctness, output actionability, depth of professional judgment, evidence sufficiency
and accuracy, appropriate tool and skill use, accuracy in understanding requirements, and boundaries and
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Table 6 Experimental setup and data composition.

Item Configuration and scale

Sample 20 randomly selected authorized practitioners, covering finance and accounting, community
governance, engineering quality, safety oversight, healthcare, mediation, and emergency
management.

Tasks 177 questions, independently answered by A, B, and C, for 531 responses.

Difficulty 8 easy, 83 medium, and 86 hard questions.

Configurations A: base model; B: raw-corpus RAG; C: KUPAS MASTER agent.

Scoring A shared seven-dimension rubric applied to independent answers to the same tasks.

Run traces Individual records for 5 practitioners and 53 questions, covering retrieval, library calls, and

skill execution.

compliance. Their weights are 22, 15, 15, 15, 11, 11, and 11, summing to 100. Main-text score means average
the platform-reported practitioner summaries equally. These summaries are rounded at source; question-level
distributions and bootstrap intervals are recomputed from the weighted dimension scores. Small differences
in the last decimal can arise from that rounding. Displayed aggregates use decimal round-half-up at the stated
precision.

The evaluation results support paired and stratified analysis by practitioner, domain, difficulty, and task form.
Detailed run traces are available for 5 practitioners and 53 questions, showing knowledge-base retrieval, raw-
corpus access, asset-library calls, and skill execution. In C, 52 runs retrieved from the knowledge base and 46
called skills. Rules, corner cases, best practices, constraints, and negative examples all appear in the traces.
These records connect final scores to actual asset use.

Evaluation materials, run outputs, and summaries share a common data structure. Practitioner summaries
retain question counts, configuration scores, failed questions, end-to-end time, and dimension scores along-
side question-level results. Task records remain linked to the assets derived from their source materials. In
workplace injury mediation, for example, the agent calls the “Mediation Request Assessment and Focus” skill
and combines rules and corner cases to address procedural boundaries, fact verification, and risks. The dataset
thus supports both outcome comparisons and analysis of the path from materials to assets, skill calls, and task
outputs.

8.4 Metrics and judgment

Task performance is measured by a composite score, the weighted sum of the seven dimension scores, and a
score pass rate, the fraction of questions scoring at least 60 points. The framework also defines task success
for subsequent workflow evaluations as meeting a predefined domain rubric and all mandatory boundary
conditions. Each run then has a binary outcome. For K prespecified stochastic runs, let s;,,, = K ! Z b1 Simk
be the mean success rate of method m on case i, with s;,,x € {0, 1}. Its paired difference from baseline b is

N
m b= N Z: Sim — Szb (12)

For these workflow evaluations, the protocol fixes the rubric, mandatory failure conditions, repeat count, and
stratum weights before testing, and reports stratum results, macro-averages, and deployment-weighted scores.
Each original case is the statistical unit, with all its prespecified runs included in the case mean. Case-level
resampling estimates intervals for paired differences while preserving within-case dependence. For the score
gains reported here, practitioner-cluster resampling retains dependence among a practitioner’s questions and
produces 95% intervals.

Secondary measures include factual support, procedural completeness, applicability errors, prohibited actions,
unnecessary refusals, and escalation quality. Evidence faithfulness measures how well a cited passage supports
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the corresponding claim. Prior work studies claim-level factuality and citation verification [31, 32]; RAGAs
and RAGChecker distinguish retrieval quality from generation quality [33, 34]. The evaluation framework
distinguishes citation coverage from factual support, checks claims against sources, and measures latency and
token use under a common runtime budget. Collection and expert review costs form a separate part of the
cost analysis.

Extensions to human evaluation will use randomized output order, masked system identities where feasible,
a fixed rubric, and independent review of a subset, with reviewer qualifications, agreement, and adjudication
recorded. Human checks complement model scoring for calibration and scale [35]. Workflow evaluations will
connect these assessments to business outcomes over a defined observation period.

9 Experimental Results and Analysis

Table 7 shows gains from both raw-corpus RAG and the KUPAS MASTER agent. Calculated before rounding the
aggregate means, B improves on A by 9.13 points, and C improves on B by 9.83 points. C gains across all scoring
dimensions, including 11.1 points in evidence sufficiency and accuracy and 9.0 in boundaries and compliance
(Figure 12). The 95% practitioner-cluster bootstrap interval for C minus B is [9.20, 10.45], confirming a
consistently positive score gain.

Table 7 Overall performance of the three configurations. Higher scores and pass rates are better; lower latency is better.
Scores and latency weight practitioners equally; pass rates weight the 177 questions equally, with a pass threshold of 60.

Method Composite  Score pass Evidence Boundaries and Time (s)
score rate (%) sufficiency and  compliance
accuracy
A: Base model 70.63 87.57 62.18 74.52 16.2
B: Raw-corpus RAG 79.75 98.87 77.27 79.19 34.0
C: KUPAS MASTER 89.58 100.00 88.32 88.23 57.1

9.1 Composite scores

Figure 10 shows the composite score for each practitioner. The mean rises from 70.63 for A to 79.75 for B and
89.58 for C. Differences computed before rounding the aggregate means are 9.13 points for B minus A, 9.83
for C minus B, and 18.96 for C minus A. All 20 practitioner means follow A < B < C. At the question level,
C exceeds both A and B on 176 of 177 questions, demonstrating consistent improvement across professional
tasks.

9.2 Performance by dimension

Figure 11 compares result correctness, output actionability, depth of professional judgment, evidence suffi-
ciency and accuracy, appropriate tool and skill use, accuracy in understanding requirements, and boundaries
and compliance. C’s mean scores range from 87.7 to 91.2, and all 20 practitioners score higher in C than B on
every dimension. The gains therefore cover output quality, evidence, judgment, execution, and compliance
boundaries.

9.3 Gains at each stage

Figure 12 separates the change from A to C into two stages. B minus A measures the gain from raw-corpus RAG.
C minus B measures the additional gain from assets and skills constructed through the nine-layer approach.
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Figure 10 Composite scores for the 20 practitioners. Equal weighting across practitioners gives means of 70.63, 79.75,
and 89.58 for A, B, and C, with C' — B = +49.83 and C — A = 4+18.96. C exceeds both baselines for every practitioner.

The overall gains, 9.13 and 9.83 points, are similar in size. Both access to source records and the structured
experience configuration improve scores under the shared evaluation process.

The practitioner means, seven dimensions, and staged comparisons all favor C. The next analysis uses asset
calls, skills, and run traces to examine how the experience configuration participates in task execution.

9.4 Sources of gains and runtime behavior

We examine organizational asset counts, run logs, and representative tasks to understand C’s gains over raw-
corpus RAG. The analysis considers asset organization, retrieval, skill use, source formats, and corpus size.

The 20 practitioners contributed 23,024 published individual entries, which became 13,113 organizational
assets after consolidation. The process combines duplicate or similar experience and organizes individual
entries into shared assets. Consolidation adapts to each practitioner’s source material, with the reduction
reflecting differences in repetition, content structure, and organization. Retrieval then operates over structured
rules, best practices, constraints, negative examples, and corner cases.

For the 5 practitioners and 53 questions with complete individual traces, C performs knowledge-base retrieval
in 52 runs and calls skills in 46. Rules, corner cases, best practices, constraints, and negative examples appear
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20 practitioners equally.

24



Table 8 Asset and skill use in 53 C runs for 53 questions. Counts are by run and can overlap.

Asset type Runs Observed role and example tasks

Rules 46 Express judgment conditions as rules, thresholds, and requirements, including flood
dispatch decisions and engineering quality escalation criteria.

Best practices 33 Supply established procedures and steps that turn experience into a task process.

Corner cases 35 Add exceptions, high-risk situations, and business boundaries that routine rules
may miss.

Constraints 28 Identify prohibited actions or required prerequisites for procedural and compliance
checks.

Negative examples 18 Provide recurring errors and inappropriate responses to help recognize risky
decisions and exceptions.

Skills 46 Organize retrieved experience into steps, checks, responsible roles, and structured
deliverables.

in 46, 35, 33, 28, and 18 runs, respectively. Compared with B’s main reliance on raw-corpus retrieval, C
combines several asset types and calls skills where needed. Table 8 summarizes their observed roles.

Examples make these roles concrete. In flood and typhoon response, rules, best practices, and corner cases
support judgments about water levels, dispatch order, and de-escalation conditions. In safety management,
negative examples and corner cases flag hazards such as unplanned rescue attempts in confined spaces and
distinctions between ordinary hazards and major accident risks. In social insurance auditing, skills organize
experience into plans, checklists, review forms, and ledgers. Assets thus contribute conditions, risk boundaries,
and procedures as well as retrieved text.

The gains span appropriate tool and skill use, evidence sufficiency and accuracy, depth of professional judg-
ment, output actionability, and boundaries and compliance. Removing the appropriate tool and skill use
dimension and renormalizing the remaining weights to 100 leaves an average C-minus-B gap of about 9.3
points, close to the full-score gap of 9.83. The difference extends to evidence use, judgment, and task outputs.

All 20 practitioners gain across different corpus sizes and formats. Raw chunk counts, organizational asset
counts, and library sizes show no stable relationship with C’s gain over B. Spreadsheets can produce many
cell fragments, JSON contains structural fields, and documents usually provide more continuous text. The
platform organizes these sources into a common representation. The consistent gains across these varied
corpora demonstrate the practical value of organizing heterogeneous experience for task use.

The traces show a connected process: experience extraction produces assets, retrieval combines relevant as-
sets for the current question, and skills organize them into steps, checks, and deliverables. This workflow
turns experience into stronger evidence, clearer judgments, actionable outputs, and explicit boundary checks,
connecting the score improvements to concrete task behavior.

9.5 Efficiency

Across 20 practitioners and 177 questions, mean end-to-end latency, weighting practitioners equally, is 16.2 s
for A, 34.0 s for B, and 57.1 s for C. The means of practitioner-level 90th-percentile (P90) latencies are 21.1,
41.1, and 68.4 s. C’s mean latency is about 3.5 times A’s and 1.7 times B’s.

In the detailed-trace subset of 5 practitioners and 53 questions, C performs knowledge-base retrieval in 52 runs
and calls skills in 46. Library usage is 46 for rules, 35 for corner cases, 33 for best practices, 28 for constraints,
and 18 for negative examples. Mean latency on this same subset is 17.4, 36.2, and 59.1 s for A, B, and C.

The platform delivers stronger professional judgments, better supporting evidence, and actionable outputs in
about a minute on average. This response time accommodates experience retrieval, asset checks, and skill
execution within a practical workflow for business analysis, planning, and professional review. The result is a
substantial quality improvement with a response window suited to these tasks.
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10 Commercial Deployment

KUPAS MASTER is a commercial platform with cloud and local deployment options. It separates corpus pro-
duction, asset management, agent execution, and evaluation records, and uses permissions, versions, and run
records to manage access across these stages. The experiments use the release dated September 16, 2026.
The platform continues to evolve.

10.1 Customized local deployment

The platform supports deployment of corpus processing, asset management, retrieval, and agent execution on
customer-owned servers or a private cloud. Domain terms, library structures, review rules, and skill workflows
can be configured for an industry’s requirements and business processes.

For applications with strict confidentiality requirements, local model inference and internal tool services can
keep source materials, assets, task inputs, outputs, and logs within the customer environment. In this con-
figuration, business data need not pass through external model APIs or third-party services. Authentication,
role-based permissions, access isolation, and audit logs govern collection, sharing, and agent use. Customers
can control where data are stored, how they are used, and who can access them, while retaining a record of
operations.

11 Related Work

Acquiring and organizing professional experience. The Critical Decision Method and Applied Cognitive Task
Analysis use questions about specific incidents to recover cues, judgments, and strategies missing from routine
records [3-5]. Organizational knowledge creation also studies how individual knowledge becomes shared
practice [36]. KUPAS MASTER applies these ideas to the design of records for agents. Its nine dimensions
organize expert judgments, actions, and feedback into experience that can be extracted, reviewed, and reused.

Retrieval and structured corpora. Dense Passage Retrieval and Fusion-in-Decoder study learned retrieval and
generation from multiple passages [37, 38]. Self-RAG adds retrieval and self-critique decisions, while RAP-
TOR organizes recursive summaries [39, 40]. GraphRAG and LightRAG retrieve linked information through
graphs [7, 411, and HippoRAG 2 studies nonparametric continual learning [42]. These approaches offer alter-
natives to a simple raw-corpus index. A longer context alone does not ensure that a model uses the relevant
evidence [43]. Our focus is the experience contributed by practitioners and the conditions under which it
applies.

Memory and experience reuse. CoALA distinguishes memory and action components in language agents [44].
Generative Agents uses experience records and reflection to guide simulated behavior [45]. Reflexion and Ex-
peL derive reusable feedback from agent attempts [46, 47]. A-Mem and MemO study structured or consolidated
memory, while ACE and LangMem support evolving context and persistent memory [48-51]. KUPAS MASTER
focuses on externally collected practitioner accounts, claim-level evidence, conditional disagreements, and re-
view before use. This approach brings practitioner expertise and its supporting evidence into agent memory
and reuse.

Skills and execution frameworks. Toolformer studies learned tool use, and ReAct combines reasoning with
environment interaction [8, 52]. Voyager maintains executable skills, and Agent Workflow Memory derives
reusable workflows from past trajectories [53, 54]. AutoGen, MetaGPT, DSPy, and AgentScope provide or-
chestration or program construction mechanisms [9, 55-57]. KUPAS MASTER can supply reviewed content
to these systems. Our focus is the evidence and dependency requirements of the procedures passed to an
executor, building on existing orchestration work.
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Al in professional and scientific work. ~AMIE studies conversational diagnosis, and subsequent work extends
conversational Al to disease management [58, 59]. Agents for scientific instruments and Co-Scientist study
tool-based workflows and scientist-guided discovery, respectively [60, 61]. These studies inform evidence
organization, expert assessment, and task validation in professional settings. The platform improves agents
through external experience corpora accessed during inference, without requiring base-model retraining.

12 Conclusion

We presented KUPAS MASTER, an experience engineering platform built around nine-layer cognitive corpus
construction. It turns practitioners’ tacit experience into structured assets that can be traced and reused.
Six case elements, nine extraction dimensions, and six asset types connect case records to experience and
callable skills. Semantic alignment, individual distillation, organizational consolidation, and cross-review re-
tain sources, conditions, and disagreements. Explicit inputs, steps, dependencies, and stopping conditions
connect these assets to task execution and evaluation feedback.

Using authorized samples from 20 randomly selected practitioners, the platform processed 1,576 source files
into 23,024 individual records and 13,113 organizational assets. Across 177 questions and 531 responses pro-
duced under a common task protocol and evaluated with a shared rubric, the base model, raw-corpus RAG,
and KUPAS MASTER agent scored 70.63, 79.75, and 89.58 when practitioner means were weighted equally.
The KUPAS MASTER agent improved on raw-corpus RAG by 9.83 points and gained in all seven dimensions.
Run records confirm that assets and skills supplied judgment conditions, identified risk boundaries, and orga-
nized task procedures. These results demonstrate the effectiveness of nine-layer cognitive corpus construction,
with consistent advantages in task quality, evidence use, and boundary handling. The platform turns indi-
vidual tacit experience into organizational knowledge and agent capabilities through a complete engineering
workflow, from experience capture to practical application.

By bringing expert judgment, practical methods, and execution boundaries into agent workflows, KUPAS MAS-
TER provides a foundation for staff development, business collaboration, and professional services. Its trace-
able assets preserve organizational know-how and make professional experience reusable across tasks. Fu-
ture development will expand the asset base and applications, streamline experience capture and reuse, and
strengthen sharing, review, updates, and application feedback. These advances will help organizations build
lasting knowledge assets and apply Al to increasingly demanding decisions and tasks.
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B Case Study: System Workflow

Figure 13 illustrates how a hypertension practitioner assistant is built and used for community follow-up. The
user first defines the task, inputs, and deliverables, imports guidelines and follow-up field definitions, and
records sources, versions, and missing information. Semantic alignment connects the materials. Extraction
then recovers judgment criteria, action conditions, and exceptions as candidates linked to evidence. Experi-
ence from different sources is consolidated and reviewed by domain physicians, then organized into skills with
explicit inputs, steps, and stopping conditions. The agent uses these skills to produce follow-up outputs with
citations and clear verification steps. Evaluation fixes the questions, model, and inputs, compares configura-
tions, and feeds errors back into corpus, asset, or skill revisions. The XML in the figure provides follow-up field
definitions for subsequent data entry.

Iy KUPAS MASTER EXPERIENCE ENGINEERING COMMUNITY HYPERTENSION FOLLOW-UP

Building a Hypertension Practitioner Assistant

Turn source records into evidence-backed experience and callable, verifiable skills

Source

materials Chinese Hypertension Guidelines Chinese Clinical Practice Guideline WS 365 Follow-up Dataset
2024 revision Hypertension, 2024 XML field definitions
XML defines fields, not patient measurements. Authorized, de-identified cases or physician interviews can be added

Prepare materials and extract candidate experience

01 Define the task 02 Prepare the corpus 03 Align meanings 04 Extract experience

Set the follow-up scope Parse guidelines and field definitions Link guidance to follow-up fields Extract reasons and action conditions

Define inputs and deliverables Organize passages for citation Align terms, units, and values Keep scope and exceptions

Flag items for physician review Record sources, versions, and gaps Keep source-to-field mappings Link every candidate to evidence
Task scope and output needs Traceable source passages Aligned terms and field mappings Candidates linked to sources

Review experience and build task capabilities

08 Evaluate and revise 07 Build skills 06 Expert review 05 Consolidate

Fix questions, model, and inputs Build skills for follow-up checks Physicians check evidence and scope Compare experience across sources
Compare A/B/C Specify inputs, steps, and stops Review rules, constraints, exceptions Combine agreement by context

B uses raw-corpus RAG Configure retrieval and skill calls Revise and fix a version for use Retain conflicts and open questions

Use errors to revise assets and skills
Assets with disagreements

Evaluation records and revisions Callable task skills Reviewed experience version retained
£ Hypertension Practitioner Assistant Reviewed experience Callable skills Supported follow-up outputs
Used within the agreed follow-up scope Conditions and sources retained Explicit task steps Citations and unresolved checks

Evaluation findings guide corpus, asset, or skill revisions, followed by another check.

Figure 13 Building, using, and evaluating a hypertension practitioner assistant.

C Detailed Experimental Analysis

This appendix brings together configuration scores, asset statistics, and run records to explain the platform’s
performance, experience organization, skill execution, boundary handling, domain coverage, and efficiency.
Table 9 summarizes ten aspects of the analysis and their supporting evidence. All configuration comparisons
follow the common evaluation protocol described in Section 8.
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Table 9 Ten aspects of platform performance and supporting evidence (20 practitioners, 19 platform industry labels, 177
questions, and 531 responses).

ID Analysis focus Supporting evidence
El Overall improvement in task Configuration scores, paired questions, resampling intervals, and
outcomes below-threshold scores in the random authorized sample.
E2 Added value from structuring the Overall gain of the experience-and-skill configuration built from the
same information same sources.
E3 Useful, traceable experience Asset fields, source relationships, automated checks, and separately
representation recorded human review.
E4 Consolidation into organizational Individual-to-organizational asset counts, library versions, and
assets consolidation records.
E5 Skills in task execution Skill calls, file generation, and task scores.
E6 Boundary handling and reliability Boundary score gains and associations between asset use and
boundary-judgment rows.
E7 Performance across corpus sizes Performance across sample sizes and rank correlations for the two
stages.
E8 Traceable updates and repeated Library versions, repeated-question reports, and retrieval records
execution across runs.
E9 Consistent performance across Task performance in multiple professional settings, each using
professional domains domain-specific corpora.
E10 Runtime cost and efficiency End-to-end latency and percentile statistics by practitioner and

configuration.

Analysis and supporting evidence

E1: Overall task performance. The comparison uses authorized samples from 20 randomly selected
practitioners, covering 177 questions and 531 responses. Scores rise from 70.63 for A to 79.75 for B and
89.58 for C. C gains 18.96 points over A and 9.83 over B, equivalent to relative increases of 26.8% and
12.3%. All practitioner means follow A < B < C. C wins 176/177 paired question comparisons against
B and 177/177 against A. Counts of responses scoring below 60 fall from 22 to 2 to 0. The 95% interval
is [9.20, 10.45] for the practitioner-weighted gap of 9.83 and [9.02, 10.45] for the question-weighted gap of
9.72, using 100,000 cluster bootstrap samples with seed 20260926.

E2: Structuring the same source information. The raw-corpus RAG and structured-asset configurations
use the same uploaded materials. C adds 9.83 points (12.3%) over B, with the same direction of change
across all 20 practitioners and all 7 dimensions. The raw retrieval stage contributes 9.13 points over A.
The shared-source comparison demonstrates the added value of turning raw information into structured
experience and executable skills.

E3: Representation and reliability. The six libraries contain 13,113 organizational assets. Their fields
include triggers, exceptions, judgment logic, evidence spans, source links, and confidence, supporting
checkable citations. Across the six library types, 37 cross-review jobs cover 818 candidates, of which 486
are marked as passed (59.4%). The best-practice pass rate is 70%, and the mean of the 37 job-level scores
is 79.5. Human review status is recorded independently. The ratio of organizational assets to retrievable
chunks ranges from 0.02 to 11.9, reflecting different source forms, from tables to large case collections.

E4: Organizational consolidation. The platform converts 23,024 published individual entries into
13,113 organizational assets through consolidation of agreement, disambiguation, and context annota-
tion. All six libraries are present for 17/20 practitioners. Organizational libraries are rebuilt with version
identifiers and enter the shared index of 43,882 Elasticsearch documents. Entries retain a consolidation-
method field, making each asset’s processing history traceable.

E5: Skills and task execution. Skills organize extracted assets into executable procedures. Among 217
three-configuration comparison reports, C calls skills in 166 (76.5%) and generates files in 116 (53.5%);
A and B make no skill calls. In the 53 C runs with detailed logs, 46 call skills and 46 retrieve rules. C

33



gains 14.38 points in appropriate tool and skill use and 9.89 in output actionability over B. The records
show experience being used to produce deliverables as well as advice.

E6: Boundary assets and reliability. The boundaries and compliance score increases by 9.03 points
from B to C, about 1.9 times the 4.67-point gain from A to B. For 19 of 20 practitioners, the C-minus-B
gain on this dimension exceeds the B-minus-A gain. Reports that use corner cases, constraints, or negative
examples have 95 C-only wins in 99 boundary-judgment rows, compared with 94/127 (74.0%) in reports
without those calls. Boundary rows are identified by judgment-item names mentioning boundaries, risk,
or applicability; library use is counted at the report level. Run records show how these assets supply
concrete checks, such as verifying the grounds for judging a transfer unlawful and checking compliance
evidence beyond proof of delivery.

E7: Data scale and usefulness. Small, focused collections deliver strong performance. The community
Party secretary has 7 files and 36 assets, with a composite score of 91.36, ranking second. The workplace
injury mediator has 2 interviews and 167 assets, scoring 90.58. The Spearman correlation between asset
count and the C-minus-B gain is only 0.07. Raw chunk count correlates with the B-minus-A gain at 0.61
(p =~ 0.004), suggesting different relationships at the two stages. All 20 practitioners improve across
corpora spanning two orders of magnitude.

E8: Updates and version management. The libraries support batch rebuilding and retain library-level
versions. Current versions for 13 practitioners share a timestamp prefix. The organizational libraries are
updated as their corpora evolve. In 19 repeated runs of an accountant’s equity-method investment in-
come question, every comparison row includes C among the winners. A wealth-adviser question retrieves
between 1 and 5 library types, including the raw corpus, across runs. Version records make experience
updates traceable, while repeated runs document how the agent retrieves and applies experience across
executions.

E9: Consistent gains across industries. The sample covers 19 platform industry labels. All 20 practi-
tioners improve in all 7 dimensions, and C exceeds B on 176/177 questions. Applications include firefight-
ing, energy, traffic policing, finance and accounting, community governance, mediation, ports, economic
crime investigation, rail transit, emergency management, social insurance funds, auditing, healthcare, en-
vironmental management, and construction. The platform consistently improves task performance across
these professional settings by turning their varied source materials into usable domain experience.

E10: Runtime cost and efficiency. Practitioner-weighted mean latencies are 16.2/34.0/57.1 s for A/B/C.
The corresponding means of practitioner P90 values are 21.1/41.1/68.4 s. Ratios of unrounded mean
times put C at 3.53x A and 1.68x B. C’s practitioner means range from 43.6 to 78.3 s, and the mean
of practitioner-level 95th-percentile (P95) latencies is 71.6 s. Latency is positively associated with the
number of libraries retrieved, skill calls, and file generation. The platform combines these response times
with higher accuracy and more complete outputs for professional analysis, planning, and review.

D Additional Results and Plots

This appendix visualizes the evaluation data in more detail. Score distributions and difficulty groups weight
the 177 questions equally. Practitioner-level composite scores, dimension means, and mean latency weight the
20 practitioners equally. The captions identify the aggregation used.

Figure 14 shows the distributions shifting toward higher scores. Question-weighted means are 70.9, 79.9,
and 89.6 for A, B, and C. At a pass threshold of 60, pass rates rise from 87.57% to 98.87% to 100.00%. The
fractions scoring at least 80 are 7.3%, 58.8%, and 99.4%. C reduces low-scoring answers and brings nearly all
answers above 80.

In Figure 15, each point pairs a practitioner’s composite score with mean end-to-end time for one configura-
tion. Equal weighting across practitioners gives A/B/C scores of 70.6/79.8/89.6 and times of 16.2/34.0/57.1
seconds; the legend rounds time to 16/34/57 seconds. Ratios calculated from unrounded means give C/A
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Figure 14 Distribution of 531 scores for 177 questions, with 177 scores per configuration. A/B/C question-weighted
means are 70.9/79.9/89.6, pass rates are 87.57%/98.87%/100.00%, and fractions scoring > 80 are 7.3%/58.8%/99.4%.
Counts below the score threshold are 22/2/0.

of 3.53 and C/B of 1.68. C achieves a score of 89.6 at a mean time of 57.1 seconds, delivering high-quality
professional analysis within a practical response window.
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Figure 15 Latency and score, with one point per practitioner and configuration. Mean A/B/C times are 16.2/34.0/57.1
s, rounded to 16/34/57 s in the legend. Ratios of mean times are C/A = 3.53 and C/B = 1.68.

Figure 16 counts 13,113 organizational assets across the 20 practitioners. Rules and best practices account
for 49.1%; the remaining assets supply skills, constraints, failure experience, and unusual situations. Counts
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and type distributions vary substantially. Seventeen practitioners have all six types, showing how the same
structure accommodates different professional settings.
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Figure 16 The six libraries contain 13,113 assets: 3,550 rules, 2,892 best practices, 1,955 skills, 1,948 corner cases, 1,623
constraints, and 1,145 negative examples. All six types are present for 17/20 practitioners. The cumulative horizontal
positions use a linear scale up to 200 assets and a logarithmic scale above 200; segment widths therefore do not represent
type proportions.

Figure 17 shows 1,576 source files in 13 formats, with 2 to 378 files per practitioner. Formats and storage sizes
vary widely. The platform organizes documents, tables, structured data, and multimedia while preserving
source relationships for extraction and consolidation.

The left panel of Figure 18 uses 62 reports with four standard judgment categories. Each category has 123
comparison rows, and C wins every row. Wins include ties, so a row can count for more than one configuration.
The right panel uses all 217 retained reports and 1,345 comparison rows: C wins alone on 1,109 rows (82.5%)
and ties on 214 (15.9%); B wins alone on 11 (0.8%), and A-only wins or other outcomes account for 11 (0.8%).
C calls skills in 166 reports and generates files in 116. These report-level comparisons supplement the 177-
question scored evaluation.

Figure 19 shows a weak relationship between organizational asset count and the C-minus-B gain across 20
practitioners, with Spearman correlation 0.07. Raw chunk count has a positive correlation of 0.61 with the B-
minus-A gain. The relationship between scale and score gain therefore differs between stages, with experience
organization and use adding value beyond raw retrieval.

Figure 20 groups the questions by their recorded difficulty labels: 8 easy, 83 medium, and 86 hard. C’s mean
scores are 90.8, 89.3, and 89.8, above both baselines in every group. Its gains over B are about 8.7, 10.0, and
9.5 points. The figure reports the size of each group, including 8 easy questions.
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Figure 17 The uploaded corpus contains 1,576 files, 1.73 GB, and 13 formats. Individual file counts range from 2 to
378, covering documents, spreadsheets, structured data, images, and recordings. MB labels are rounded to whole decimal
megabytes; 0 MB denotes less than 0.5 MB, not an empty corpus.
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Figure 18 Judgments in three-configuration comparison reports. Left: wins including ties across 123 rows per category
in 62 reports. Right: outcomes across 217 retained reports and 1,345 rows, with 1,109 C-only wins (82.5%) and 214 C
ties (15.9%).
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Asset count vs C-B (Spearman p=0.07) Raw-corpus scale vs B-A (Spearman p=0.61)
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Figure 19 Scale and score gains (n = 20). Left: the Spearman correlation between organizational asset count and C — B
is 0.07. Right: the correlation between raw chunk count and B — A is 0.61.
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Figure 20 Question-weighted composite scores by difficulty. A/B/C means are 75.5/82.1/90.8 for easy questions (n = 8),
69.0/79.3/89.3 for medium questions (n = 83), and 72.3/80.3/89.8 for hard questions (n = 86). C exceeds both baselines
and scores above 89 in all groups.
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